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Abstract—Passive Optical Networks (PONs) are deployed to
deliver high-speed networking to both residential and business
customers. However, due to the usage of shared-medium technol-
ogy, specialized PON hardware is required. PON softwarization
aims to decouple PON functionality from specialized hardware,
moving execution to general-purpose hardware in commercial
servers. Softwarizing the lower PON layers is increasingly com-
putationally expensive the further it moves towards the physical
layer. We explore a different route by investigating Ethernet as a
suitable replacement candidate on the MAC layer, utilizing widely
deployed Ethernet hardware. In our proposed architecture, the
Ethernet PHY and MAC layers build the foundation with a
softwarized PON MAC on top. While current Ethernet standards
are not capable of supporting a physical PON system, the
prototypical softwarized MAC demonstrates that software-based
packet processing and scheduling in combination with Ethernet
hardware is able to support a high-performance PON system.
Our implementation provisions and manages connected sub-
scriber instances with a custom in-band control plane protocol.
The evaluation results show that our softwarized PON MAC can
reach total upstream throughput exceeding 23 Gbit/s for two
subscribers on a 25 Gbit/s link. Additionally, the limitations of
softwarization are explored by optimizing the complex system,
e.g., by varying operating frequencies.

Index Terms—PON, Subscriber Management, Softwarization,
MAUC, NFYV, Resilience, Access Network

I. INTRODUCTION

Access networks provide Internet access for home and
business subscribers. Traditionally, fixed residential access
networks are built with a point-to-point (P2P) topology, e.g.,
Digital Subscriber Line (DSL). While this ensures an isolated
link for each subscriber, the access node providing the con-
nection needs to be equipped with a port for each subscriber.
To overcome the massive scale of hardware deployment and
increase bandwidth, the next generation of residential access
networks combines two technological approaches. First, fiber-
optic links are deployed for high-bandwidth, low-latency In-
ternet access. Second, those fiber networks are often deployed
as Passive Optical Networks (PONs): multiple subscribers are
connected to a single fiber link, serving as a shared medium
to reduce the number of required ports at the access node
by several magnitudes. Another advantage of the fiber-based
links is the relaxed length constraints of about 20 km between
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the access node and the subscriber [I]. In contrast, copper
links are typically limited to a few kilometers or below one
kilometer for gigabit bandwidths due to high signal attenuation
in the medium [2]]. Due to the cost efficiency, other fields of
application for PONs emerge, for example, as links for cell
towers in 5G and 6G deployments or as campus networks [3]].
Such fields benefit from fewer active hardware components
than traditional networks.

In conventional PONS, all subscribers sharing the same fiber
receive downstream packets in a broadcast manner, whereas
the upstream direction employs multiplexing techniques such
as Time-Division Multiplexing (TDM). Therefore, PONs re-
quire specialized hardware at both the subscriber and access
node sides, as the Medium Access Control (MAC) layer
and Physical (PHY) layer are PON-specific. These hardware
terminals at the subscriber side are more expensive than
commodity Ethernet hardware, which is produced in much
larger quantities. Additionally, hardware-based solutions are
limited in terms of upgradability and scalability, often due to
long innovation cycles and potential vendor dependencies.

The approach of softwarization seems promising to over-
come these limitations by implementing hardware-based func-
tionality purely in software on commercial off-the-shelf
(COTS) servers. Thus, softwarization contributes to improved
resilience by enabling rapid deployment of bug fixes and new
features, as well as supporting redundancy. However, soft-
ware implementations tend to become increasingly resource-
intensive the lower the targeted layer is [4]]. Another approach
to tackle the limitations of PON hardware is the usage
of general-purpose networking hardware, such as Ethernet
Network Interface Cards (NICs), which are available from
multiple vendors with broad driver support on the market. Due
to the large-scale production of Ethernet hardware, it offers
higher availability and lower cost compared to specialized
PON hardware. Therefore, in this work, we research the
combination of commodity Ethernet hardware with softwariza-
tion to build the MAC layer, management, and configuration
protocols of a PON. The underlying Ethernet hardware con-
sists of standard NICs with off-the-shelf Ethernet transceivers,
providing the foundation with the Ethernet PHY and MAC
layers. On top of Ethernet, our prototype implements the
shared-medium access as PON MAC layer with a softwarized
TDM scheme. As the current worldwide deployed PON gen-
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eration was specified in the year 2003, this work gives an
insight into the feasibility of PON softwarization from today’s
perspective [1]].

The key contributions of this work are as follows:

« An investigation of softwarization in the PON stack.

e The design and implementation of a softwarized PON
MAC on top of Ethernet with subscriber provisioning and
management functionality.

o Emulating the Optical Distribution Network (ODN) with
programmable packet processing hardware.

o Demonstration and evaluation of a prototype including
ranging, provisioning, upstream TDM and traffic shaping.

The remainder of this paper is structured as follows. Sec-
tion [MI] introduces relevant background. Sections [[II] and [IV]
describe the architecture and prototype, which are evaluated
in Section [Vl Section [V1l discusses the related work.

II. BACKGROUND

Traditionally copper-based access networks are built as P2P
topology (e.g. DSL on bell wire) or in a point-to-multipoint
(P2MP) topology with a shared medium (e.g. coax-based
Data Over Cable Service Interface Specification (DOCSIS)).
The next generation of fixed access is based on fiber links,
which could be deployed as P2P or P2MP. PONs are more
commonly deployed globally as the P2MP topology is cost-
efficient and scalable while providing high bandwidth and
low latency. As Figure |l| shows, the Optical Line Terminal
(OLT) provides access to multiple fiber-trees, each connecting
multiple subscriber Optical Network Terminations (ONTSs). In
a tree in the ODN, a passive splitter duplicates the downstream
optical signal to each subscriber and merges the upstream
signals. Therefore, downstream traffic is duplicated to each
subscriber while upstream traffic requires multiplexing, such
as TDM. Typically, the OLT is an L2 bridge to the ONT,
while a termination node in the backbone terminates the L3
connection [5]. However, other deployments with different
network architectures are possible. Gigabit Passive Optical
Network (GPON) is currently the most widely deployed PON
standard [1]]. While GPON and its successors [6[]-[8]] are
standardized by ITU-T and utilize custom frames, Ethernet
Passive Optical Network (EPON) and its successors are stan-
dardized by IEEE and are built upon Ethernet frames with
a custom MAC and PHY [9]. Both PON technologies rely
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Fig. 1. Passive Optical Network with Optical Distribution Network.

on hardware for PHY and MAC, which are implemented
differently compared to traditional Ethernet. The PHY handles
the actual data transmission as modulated light waves in the
fiber with encoding and decoding. As the layer above the PHY,
the MAC handles the framing of the bytes and adds inter-frame
gaps. Generally, packet scheduling for Dynamic Bandwidth
Allocation (DBA) and Quality of Service (QoS) is executed
in the MAC layer. In the upstream direction, TDM and the
associated slot management are additionally handled by the
MAC layer.

III. DESIGN

The design and architecture of a softwarized MAC layer and
associated management functionality for a PON are presented
in this section. The main goal is to implement a fully soft-
warized PON architecture, excluding the PHY layer, utilizing
commodity Ethernet hardware as the underlying networking
technology. Such an approach offers a cost-efficient, flexible,
and easily upgradeable alternative to proprietary PON systems,
enabling experimentation, novel approaches, security updates,
and functional extension without dependence on specialized
PON hardware. However, Ethernet hardware is inherently
not designed to support the passive optical distribution used
in PON due to the lack of shared medium support and
downstream broadcasting mechanisms required by the passive
splitters in the ODN. While a previous work demonstrated
that Ethernet-based shared-medium access with two ONTs is
possible [10], the induced overhead makes it impossible to
build a low-latency system that can support various QoS-
sensitive traffic classes. Therefore, our approach does not
overcome the physical limitations but increases the extent to
which softwarization can be applied in specialized networks,
such as PONSs, to decouple data plane and control plane from
specialized hardware. This way, the softwarization paradigm is
applied with programmable, modular, and adaptable software
components.

A. Virtual ODN and TDMA Validation

To investigate the performance of PON softwarization inde-
pendently from the physical layer limitations of Ethernet, we
substitute the physical ODN with an emulated ODN as shown
in Figure [2} This ODN provides an emulated P2MP overlay,
with an underlying P2P topology, emulating the behavior
of a passive PON splitter. Therefore, the emulated ODN
duplicates downstream packets to all subscribers and monitors
upstream TDM slots. Because the underlying Ethernet topol-
ogy serializes the frames into a single stream, it is physically
impossible for frames to collide. To verify the correctness of
the softwarized TDM scheme, we capture packet timestamps
with nanosecond precision at the emulated PON splitter for
all packets in the upstream direction. These timestamps are
added to the upstream packets, which are then duplicated to
the validation host, where they are checked for collisions and
delayed transmissions.

On the validation host, the timestamps are extracted and
validated to be in ascending order. Afterwards, a collision
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Fig. 2. High-level swPON system architecture with one softwarized OLT and N ONT instances and respective upstream and downstream shapers, emulated

ODN, TDM validation components.

check is applied to verify that individual packets did not
overlap. A collision between two subsequent packets has
occurred iff Equation does not hold, where ¢,, denotes the
timestamp of packet n when it arrived at the PON splitter, /,,
denotes the length of Ethernet frame n in bytes, including
all framing bytes and synchronization patterns, and t,/p
denotes the amount of time it takes to transmit a single byte on
the wire in nanoseconds. Additionally, the minimum Ethernet
inter-frame gap tig, is considered. Because the timestamps are
in ascending order, only timestamps between two successive
packets have to be inspected.

tn—1+ln—1tns/B + titg < tn (L

Finally, segments, defined as a group of packets from the
same sender, are tracked within the packet stream at the
validation host. By inspecting the rate at which segment
transitions occur, i.e., the rate at which the sender changes,
it is possible to infer whether the time slot boundaries were
respected. Ideally, the number of segment transitions equals
the number of time slot allocations, as one transition must
occur between the end of one slot and the start of the next.
However, if two time slots overlap in time, the rate of segment
transition drastically increases, as the ODN alternates between
individual packets from different senders.

B. OLT & ONT VNFs

As Figure [2| shows, both OLT and ONT are designed as
Virtual Network Functions (VNFs) running on COTS servers,
connected by Ethernet NICs. The foundation is formed by a
custom in-band control plane protocol which adapts function-
ality from GPON and EPON standards [1]], [9)]. The OLT uti-
lizes this protocol to discover, register, provision, and manage
ONTs, to communicate upstream slot allocations, and to com-
municate discovery intervals for ONT registration. The ONTs
use the protocol to send heartbeats or to respond to previously
sent OLT messages. To discover and register ONTs, the OLT
periodically announces an ONT discovery phase as a control
message. During this phase, ONTs are not allowed to send
packets upstream, with the exception of a HELLO message to
start their registration process. As collision-free operation can-
not be guaranteed during this phase, ONTs wait for a random
back-off time before transmitting the HELLO messages. After

the discovery phase ends, the OLT sequentially processes all
received ONT HELLO messages and initiates the registration
process for the associated ONT. As part of this process, the
OLT performs a ranging measurement to estimate the distance
between the OLT and ONT and the associated latency. This
distance can differ between individual ONTSs, and thus has
to be considered when aligning upstream slot allocations to
prevent packet collisions. Clock synchronization within the
PON is not required, as the TDM slot alignment mechanism
exclusively uses the local Precision Hardware Clock (PHC)
as reference, thus, only the range delay is required. Similar to
Precision Time Protocol (PTP), the ranging mechanism utilizes
four timestamps to compute the delay. These timestamps are
captured during the initial handshake of the ONT registration,
where t; is the transmission (Tx) timestamp of the first
message sent by the OLT, and 5 is the receive (Rx) timestamp
at the ONT. The ONT then includes ¢, in its response, which
also contains the t3 timestamp, which is the Tx time of the
response message at the ONT. Finally, the ¢, timestamp is
the Rx timestamp of the ONT response at the OLT. The OLT
then applies Equation (2) to calculate the delay, which is then
provisioned to the ONT.

(ta —t1) + (ta — t3)

2

Similar to GPON, upstream TDM slot allocations are spec-
ified as an amount of time during which an ONT is allowed
to send. The time intervals are sequentially ordered, making
it possible to determine the start of the timeslot relative to
the round start. A round is defined as the sum of all slot
allocations, while the operating frequency is defined as the
number of rounds per second, measured in H z. While GPON
uses a round length of 125 ps, which corresponds to an
operating frequency of 8 kH z, our system can be configured
for any stable operating frequency, or implement dynamic
frequency scaling to adapt to current conditions to enable QoS
for long distance subscribers [[11f]. The length of the assigned
time slots is determined by the DBA algorithm. Analogous to
the BWmap field in GPON frames, the slot allocations are sent
downstream as part of a control message, which contains all
slot allocations for a single grant cycle, as well as the range
latencies of all connected ONTs. After the reception of this

delay = 2)
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message, each ONT computes the start time of its assigned
slot and sets its internal timer to trigger once the assigned
time slot starts. Given a list of slot lengths .S in nanoseconds,
a list of range latencies R for all provisioned ONTs, and the
index ¢ representing the current ONT, the start time of the
ONT’s transmission slot ¢4+ relative to its local clock can be
derived using Equation (3). The calculation further considers
the Rx time of the control message according to the PHC of the
NIC, ¢,,, as well as the PHC timestamp recorded immediately
before the internal timer is set, tppe.

i—1
tatare (i, R, S) =Y Sn +2(Ro — Ri) — (tphe — tra)  (3)
n=0

Equation (3) comprises of three components: First, the
relative time offset of the current ONT according to the slot
list S. The second component compensates for the range
differences between the ONTs. The round starts once the first
ONT in the slot list receives the control message; hence, the
first index in the range list R is used as a reference point.
This difference is added twice, once for the downstream and
once for upstream transmission delays. The third component in
Equation (3) compensates for the delay between the reception
of the control message and the time the ONT’s internal timer
is set. While the length of the slot for ONT ¢ is given directly
S;, due to the indeterminism of software processing, a guard
band is required, which ensures that slots do not overlap
when jitter occurs. The size of this guard band is specified
as (G, measured in nanoseconds. It is identical for all ONTs
and is provisioned during the initial ONT registration. The
guard band is subtracted from each slot length; hence, the
effective length of a slot for ONT ¢ is given as S; — G. For
the evaluation, the spacing between two subsequent segments
is measured and compared to the desired guard band size.
Therefore, the scheduling deviation metric AG is defined in
Equation (E]), where ¢, siqr¢ denotes the measured start time
of a new segment, and ¢,,_1 ¢nq the measured end time of the
previous segment.

AG = tmstart - tnfl,end -G (4)

To demonstrate the feasibility of data plane encryption, an
XOR operation ((data ® key) ® key) = data is applied to
the payload bytes with identical encryption and decryption
processes. During the registration phase, the ONT generates
and transmits a 16-byte key to the OLT, which is subsequently
used for encryption in both directions. Equation (5)) describes
the encryption and decryption process with the shared key and
the Ethernet frame payload bytes data;,,.

dataoyi[t] = data;,[i] ® key[i mod 16] (5)

The presented proof-of-concept symmetric encryption algo-
rithm is not cryptographically secure and thus only serves as a
placeholder. In future work, it can be easily replaced with an
industry standard, such as AES. Furthermore, encryption and

decryption are performed in-path on the Central Processing
Unit (CPU), which negatively impacts performance.

To enforce QoS by applying traffic shaping, the proposed
softwarized PON architecture includes traffic shaping for
downstream flows at the OLT and for upstream flows at
the ONTs. Further, the system optimizes the interaction be-
tween traffic shaping, slot allocation, and DBA mechanisms
for enhanced throughput and QoS enforcement. The DBA
mechanism collects throughput statistics per ONT and adjusts
the lengths of the assigned time slots to distribute available
bandwidth proportionally to the observed traffic volume. Fi-
nally, the slot allocation mechanism communicates the slot
allocations to the ONTs with a control message for the next
round. The selected shaping profile is provisioned to the ONT
by the OLT as part of the registration process, where it is
applied to upstream traffic at the ONT ingress. Due to the
utilized TDM scheme, upstream packets are potentially queued
in a buffer before burst transmission into the ODN within the
allowed sending slots. The ONT and upstream traffic shaper
are disaggregated due to multiple reasons: This approach
simplifies the upstream transmission logic, thereby enabling
more precise timing. Furthermore, it reduces the likelihood of
collisions by grouping packets into distinct bursts rather than
distributing them evenly, which increases the spacing between
segment boundaries. Finally, it decouples the actual allowed
data and burst rates from the data rates that are reached within
the ODN, as the aforementioned bursts are allowed to exceed
the configured shaping profile.

IV. IMPLEMENTATION

The designed swPON architecture is implemented in the
proposed prototype. Due to the complexity of the prototype,
the focus is on the emulated ODN testbed and the main
functionality of the OLT and ONTs.

A. Emulated ODN with P4-Programmable Hardware

As previously discussed, we implement an emulated ODN
to replicate the behavior of a PON splitter to bypass the
physical layer limitations of Ethernet. P4-programmable hard-
ware, such as the Intel Tofino, offers full packet processing
configurability and deterministic latencies with nanosecond
timestamping. Therefore, the emulated ODN is implemented
in P4 for Tofino, with all ONTSs in the downstream direction
receiving replicated packets from a multicast group, similar to
passive splitters in PON. In the upstream direction, the packets
from the ONTs are timestamped when ingressing the ODN-
Tofino and are forwarded to the OLT port. The timestamped
upstream packet is duplicated to an evaluation VNF while
the timestamp from the original packet is removed before
egressing to the OLT. The Intel Tofino captures MAC ingress
timestamps for each individual packet, with a resolution of
1 ns [[12]. The collision check Equation (II]) defined in
Section [[II| assumes the capturing of timestamps when the first
byte of each Ethernet frame arrives, including the preamble
and Start Frame Delimiter (SFD). As the Tofino captures
timestamps when packets transition from the PHY to the
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MAC, the collision check is adapted by increasing the packet
length by 8 bytes, to include the preamble and SFD. The
packet length is further increased by 4 bytes to account for the
frame check sequence. The packet length is further decreased
by 6 bytes to exclude the inserted timestamp, resulting in an
updated collision check shown in Equation (6).

tnfl + (lnfl + GB) : tns/B + tifg < tn (6)

Because packet timestamps are checked to be in ascending
order, only the previous packet’s timestamp must be stored,
making the check lightweight.

B. OLT and ONT VNFs

The OLT and ONT VNFs are implemented with Data Plane
Development Kit (DPDK), which provides high-performance
packet processing with direct NIC access, bypassing the kernel
network stack. Both the OLT and the ONT are constructed
as state machines, controlled through events triggered by
control plane messages or timers. The ONT state machine
is responsible for controlling the forwarding state of the
ONT in the upstream direction. The DPDK built-in timer
library is used to create and set timers that trigger once
the assigned sending slot of an ONT starts and ends, and
modify the forwarding state of the ONT accordingly. The
modular implementation allows for dedicated upstream and
downstream threads for the OLT and ONTSs, enabling parallel
forwarding of upstream and downstream packets. Within the
ODN, Ethernet frames are addressed with MAC addresses,
in contrast to EPON, which uses a Logical Link Identifier
(LLID) encoded in the Ethernet preamble and SFD. As the
ranging mechanism requires accurate timestamps, hardware
timestamping capabilities of the NIC are utilized to capture
Rx timestamps for all received packets, accessible as packet
metadata in DPDK. To implement the traffic shaping capa-
bilities, we use an external Intermediate Functional Block
(IFB) device and apply a Token Bucket Filter (TBF) queuing
discipline (qdisc) of the Linux built-in Traffic Control (TC)
mechanism. DPDK natively supports a traffic management
framework; however, during the implementation, significant
challenges were encountered. The TBF has three parameters:
rate, which controls the long-term average traffic rate, peak,
which determines the bucket size in bytes, and latency, which
determines how long a packet is allowed to be buffered before
being dropped. These parameters are provisioned as part of the
traffic shaping profile, which the OLT sends to the ONT during
the registration process.

C. DPDK & Host Optimization

DPDK uses a wide range of optimizations to increase
the achievable throughput and I/O performance. For exam-
ple, DPDK utilizes polling over interrupts to check for the
reception of new packets, which significantly reduces the
overhead at higher packet rates. Furthermore, DPDK runs
entirely in user space and bypasses the Linux kernel by
interacting directly with the NIC through memory-mapped
I/O and Direct Memory Access (DMA), thereby avoiding
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Fig. 3. Evaluation testbed with P4STA as load generator and timestamping
framework, and the emulated ODN connecting each ONT instance to the OLT.

additional memory copies into and out of the kernel. DPDK
pins its processes to dedicated CPU cores to prevent being
rescheduled on different cores. Kernel parameters can be
modified to prevent other processes from being scheduled to
these cores. This can also be used to reduce the number of
interrupts that are delivered to these cores, which reduces jitter
and latency spikes. Previous works observed that individual
interrupts can cause latency spikes of up to 19 us [13].
The settings suggested by Gallenmiiller et al. are adopted
in the prototype, which significantly reduces the number of
interrupts on DPDK cores [14]]. However, we observed that
it is still possible for individual interrupts to be delivered
to the isolated DPDK cores. DPDK can be optimized for
high throughput by utilizing techniques such as packet batch
processing to decrease the overhead [15]. However, this comes
at the cost of increasing the latency for individual packets [[16].
Our implementation requires low latency and jitter to achieve
predictable transmission scheduling. Therefore, small packet
batch sizes are used to increase the accuracy.

V. EVALUATION

In this section, a performance analysis of the proposed
prototype is conducted. First, the testbed and measurement
methodology are introduced, followed by a discussion of the
measurements.

A. Testbench & Measurement Methodology

The testbed shown in Figure [3] consists of x86 servers with
either Intel D-1718T or AMD 5800X CPU running Ubuntu
22.04 and equipped with Intel E810 25 Gbit/s NICs. DPDK
in version 23.11.4 is used for all OLT and ONT instances,
with two dedicated CPU threads assigned per instance. The
PASTA framework with the PASTA stamper packet generator
is utilized to inject traffic per ONT with near-zero jitter [[17]],
[18]. Both the ODN-Tofino and the PASTA stamper capture
timestamps for enhanced packet analysis. The validation host
tracks the spacing between segments as part of the segment
analysis based on the inserted timestamps in the emulated
ODN by receiving duplicates of the timestamped upstream
packets. A shared memory zone between the test runner and
DPDK instances allows runtime parameter changes without
restarting. Unless otherwise specified, 1500 byte Ethernet
frames are used.
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The evaluation includes several upstream measurements,
which are of primary interest since they utilize TDM. Down-
stream traffic is broadcast to all ONTs and is therefore omitted
for space considerations in this work.

B. TDM Accuracy

The accuracy of the softwarized TDM scheme for upstream
traffic is measured as the scheduling deviation AG, see
Equation (@). It is investigated in varied conditions, which
include a theoretical limit and latency behavior with added
traffic. A guard band size of 2 us is configured, which equals
four 1500 byte frames at 25 Gbit/s link speed. In contrast,
EPON requires a guard band size of 0.8 — 1.5 us, depending
on the Automatic Gain Control and Clock-and-data recovery
parameters [[19]], [20]. GPON specifies a minimum burst mode
overhead, which is dependent on the upstream data rate. At
2.488 Gbit/s, a burst mode overhead of up to 192 bits or
77.18 ns is specified [21f]. The guard bands in GPON and
EPON account for physical-layer processes, whereas the guard
band in the swPON prototype accounts for softwarization jitter
and timing indeterminism. The observed AG for various test
configurations is shown in Figure[d] The theoretical scheduling
accuracy limit is determined by sending 64 Byte terminator
packets at the start and end of each slot, with no added
external traffic. We measure a minimum deviation of —448 ns,
a maximum deviation of 936 ns, and a mean deviation of
139.7 4 155 ns. Under ideal conditions with external traffic,
a minimum deviation of —745 ns, a maximum deviation of
1907 ns, and a mean deviation of 301.4+313 ns is measured.
Increasing the packet size to 1500 Bytes negatively affects
scheduling accuracy, as the packet forwarding decision has
a much higher impact, given that a single packet is 480 ns
long. With a medium throughput of 7.5 Gbit/s, we measure
a minimum deviation of —729 ns, a maximum deviation of
4.208 ps, and a mean deviation of 943.2 £ 925 ns. An
increased throughput improves the accuracy as the spacing
between frames is decreased; therefore, TDM slots can be
filled more efficiently. For 11.5 Gbit/s, a minimum deviation
of —669 ns, a maximum deviation of 2.4 pus, and a mean
deviation of 583 + 650 ns is measured. For each test, the
maximum negative deviation represents the minimum guard
band necessary to avoid overlapping time slots. Further, a
clear trend can be observed that samples are biased to positive
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Fig. 4. Scheduling deviation AG measurements with 2 ONTs under both
theoretical and real-world loads.
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Fig. 5. Measured per-packet upstream latency for either Tx timestamps or
Rx timestamps, with blue for ONT 1 and red for ONT 2.

values, as only around 10—20% of observed samples across all
test configurations are negative. This is expected, as the ONTs
actively attempt not to extend their transmissions beyond their
allocated slot interval. However, a frame may be transmitted
too late due to desynchronization between DPDK and the NIC.
Once a packet has been transferred to the transmit queues in
the NIC, the scheduling and transmission of the packet on the
wire become the responsibility of the NIC controller. Previ-
ous work has observed that different NIC controllers exhibit
different latency behaviors. For example, the Intel E§10 NIC
shows bursty behavior at high packet rates [|14]]. This behavior
is counterproductive for the prototype presented, as frames
should ideally be transmitted immediately without batching
them in bursts, to prevent any additional delay in the NIC.
Further, interrupts can contribute to scheduling inaccuracies
and jitter.

C. Latency Analysis

To investigate the upstream end-to-end latency of the entire
PON, which includes the latency of the ONT, OLT, and
emulated ODN, the P4STA timestamps are used. We conduct
multiple measurements and vary both the operating frequency
and the system throughput. Figure [3 displays packet latencies
for individual ONTs in the upstream direction. Analyzing
packet latencies by the Tx timestamp reveals the buffering
mechanism in the ONT when waiting for the next TDM
slot, with the first packets exhibiting the highest latencies.
The latency of subsequent packets drops, as the ONT flushes
its buffer faster than new packets arrive. Once the buffer is
depleted, the ONT can forward packets immediately without
adding buffering delay. By aligning packets by their Rx
timestamps, which are captured when a packet is received
by the load generator again, it can be observed how the
ONT empties its buffer at line rate. Figure [0 highlights the
per-packet latency distribution. The initial steep climb of the
CDF is the result of the ONT forwarding packets that bypass
the buffer, while the following slope is the result of packets
experiencing buffer latency. Assuming equally sized slots, the
upper bound for packet latencies is given by 1 s- (rps-N)~1,
where rps is the operating frequency, and N the number of
ONTs. When the operating frequency is changed, the upper
latency bound shifts too, resulting in a steeper or shallower
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Fig. 6. Impact of operating frequency on packet latency with two ONTSs and
a constant upstream throughput of 7.5 Gbit/s per ONT.

climb of the CDF. We measure a minimum forwarding latency
of 14.99 us, maximum upstream latencies of 16.72, 24.84,
12.84, 6.18, 1.33, and 1.57 ms, mean upstream latencies of
5.99, 3.04, 1.52, 0.77, 0.394, and 0.209 ms, for the oper-
ating frequencies 30, 60, 120, 240, 480,960 H z, respectively.
Further, jitter values of 1.82, 4.25, 2.55, 2.16, 1.99, and
2.11 ps were measured. Figure [/| highlights how the share
of buffered packets increases with upstream throughput, since
buffer size scales with packet rate. Since the ONT must flush
its buffer before forwarding new packets, a portion of the
slot proportional to the buffer size is spent on flushing. The
evenly spaced packets arriving during buffer flushing are also
buffered, resulting in the last buffered packet having nearly
the same latency as the first packet that arrives while the
ONT flushes its buffer. Increasing the throughput results in a
lower share of packets that experience no buffer delay, down
to zero at full line rate, while lowering it results in the share
converging to the fraction of the ONT slot size in relation
to the round length. As previously mentioned, to achieve a
lower worst-case upstream latency, the operating frequency
has to be increased. However, there is an inherent trade-off
in increasing the operating frequency, as the number of time
slots and thus slot transitions scales linearly with the number
of rounds per second. Each slot transition must be guarded
by a guard band, which requires a minimum size, as we have
demonstrated previously. For example, assuming a guard-band
size of 2 us, 32 connected ONTs, and an operating frequency
of 100 Hz, the overhead per second is equal to 6.4 ms or
0.64%. However, raising the operating frequency to match the
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Fig. 7. Impact of varying throughput on packet latency with a constant
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Fig. 8. Normalized segment transition frequency across varying frequencies
and combined upstream throughput of all ONTSs.

frequency of GPON at 8 kH z raises the overhead to 512 ms,
or 51.2%. Further, a higher operating frequency causes in-
creasing system instability, especially when the system moves
towards operating at line rate.

Figure [§] shows the normalized number of observed segment
transitions at varying frequencies and upstream throughput.
When the throughput is low, the system maintains stability at
higher frequencies, while increasing the throughput leads to
slots overlapping, causing spikes in the segment transition fre-
quency. These overlaps become more frequent when increasing
the throughput or the operating frequency. Further, a breaking
point can be observed once the system passes 800 Hz. The
aforementioned desynchronization between DPDK and the
NIC is a probable cause for the instability, as congestion in
the NIC’s Tx queues becomes more likely. While the ONT
ceases to hand packets to the NIC after the slot ends, the
remainder of the Tx queue is flushed eventually, causing
collisions. As DPDK does not support dropping packets that
have been enqueued in the NIC for transmission, this can only
be mitigated by limiting the throughput to a threshold below
line rate to prevent huge queues in the NIC.

D. Limitations

The evaluation shows that the performance characteristics
of the system are not linear, as various parameters inter-
act with each other, both constructively and destructively.
We previously demonstrated that upstream throughput and
latency are opposing each other, as increasing both leads
to instability. Also, increasing the throughput can lead to
an increased scheduling accuracy. Sporadic disruptions in
scheduling accuracy were also observed, likely originating
from the ONTs, with their recurrence increasing alongside
throughput and operating frequency. This makes the prototype
complex to optimize and tune to a desired performance char-
acteristic, which is a limitation of the use of softwarization.
In a softwarized system, various components can interact
and influence the performance, and performance guarantees
are exceedingly hard to make. Further, the performance is
highly host-dependent, as the speed of the underlying hardware
and the configuration of the operating system can drastically
influence performance and edge-case behavior.
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VI. RELATED WORK

Considering softwarization for PONs, a distinction between
the upper and lower layers can be made. While the upper layers
handle, e.g., protocols for subscriber service provisioning,
the lower layers handle the data transmission in the shared
medium.

Examples for upper-layer softwarization in PONs are the
CORD [22] and VOLTHA [23] projects. VOLTHA provides
an abstraction layer for white box OLTs, allowing the repre-
sentation of a PON as a logical switch. Following the SDN
paradigm, VOLTHA implements the separation of data plane
and control plane with a disaggregated controller architecture
for subscriber provisioning. The separation with specified
interfaces enables enhanced monitoring and security solutions
for the upper PON layers [24]. Another example is the
Flexible Access System Architecture (FASA) [25], [26], which
proposes a modular OLT architecture, comprising of software
modules, generic hardware, and external modules to interface
with physical PON infrastructure.

The lower layers in PONs consist of the MAC layer and the
PHY layer, which are different from Ethernet. Oujezky et al.
implemented a GPON frame analysis tool by utilizing a Field
Programmable Gate Array (FPGA) with a custom MAC imple-
mentation to enable GPON compatibility [27]. The DBA in the
PON MAC layer has been successfully softwarized in multiple
studies for both ITU-based PON systems [28[]-[30] and EPON
[31]. As parts of the PHY layer, Suzuki et al. present a
softwarized prototype for the physical coding sublayer running
on COTS servers [32]], [33|]. This way, functionality such as
Forward Error Correction (FEC) is moved from hardware to
software with a measured throughput of approximately 10
Gbit/s at four ports each. Due to the complex mathematical
operations in the PHY, some operations are offloaded to the
GPU to enable efficient encoding and decoding of signals.

While previous works have demonstrated that physical layer
functions can be softwarized, the strict Physical Medium
Attachment (PMA) and Physical Medium Dependent (PMD)
parameters that PONs require remain a complication for full
softwarization [19]], [21]. For upstream TDM in PONs, the
ONT laser toggle delay is required to be below a specified
threshold to not cause optical interference at the OLT from
overlapping signals in the fiber. Also, the signal receiver in
the OLT needs to adapt to varying signal levels between
each sending ONT. Due to these requirements, PONs on the
market utilize dedicated hardware, although Ethernet-based
PONs would be more cost-efficient and flexible.

To the best of our knowledge, the only work considering
Ethernet MAC and PHY for optical P2MP topologies is by
Tochino et al. [[10]. The authors demonstrate that it is techni-
cally possible to deploy TDM by disabling the transmit laser of
the Ethernet Small Form-factor Pluggable (SFP) transceivers.
Ethernet requires a continuous signal to be present to detect
a link. To perform the link handover between two ONTs, the
continuous signal is either disrupted or overlaid with another
signal, causing interference at the OLT. Both cases result in

error handling in the form of Link Fault Signaling, which
lasts until one ONT disables its laser. Afterwards, the link
has to be reestablished before MAC data can be sent again.
Tochino et al. evaluate a mean 70 ms link recovery time after
the handover. Due to the high overhead, they only achieve
5.2 Gbit/s on a 10 Gbit/s link utilization, and the upstream
latency increases linearly with the number of connected ONTs,
with an estimated average upstream latency of 136.9 ms for
two ONTs.

VII. CONCLUSION

This work investigated commodity Ethernet hardware as a
foundation for a softwarized PON. Specifically, our prototype
swPON explores how the gap between existing softwarization
of upper PON layers and the PON PHY can be closed.
By softwarizing the MAC layer, we were able to decouple
PON functionality from specialized hardware. This top-down
approach proves the feasibility of MAC-layer softwarization
for PONs with Ethernet. However, the limitations of the
Ethernet PHY are not in the scope of this work. Additionally,
swPON prototypically demonstrates how provisioning and
management of shared-medium subscribers can be performed
in software, including ranging, bandwidth profiles, and other
configurations. In the evaluation, an emulated ODN with a P4
programmable switch was proposed, exploiting the determin-
ism and timing precision of programmable hardware to estab-
lish near-reality behavior similar to that of an optical splitter,
thereby bypassing the current physical layer limitations of
Ethernet. The swPON prototype utilizes a 25 Gbit/s link with
two ONTSs, on which it achieves an upstream throughput of up
to 23 Gbit/s. Further, a best-case upstream latency of 14.99 s
is reached, which proves the capabilities for high-performance
PON. The limitations of softwarization were demonstrated
by evaluating multiple system configurations, leading to an
inherent trade-off: increasing the operating frequency to reduce
latency results in increased overhead, as the number of slot
transitions scales with the number of rounds, necessitating a
guard band for each transition. Additionally, the performance
does not scale linearly, as interactions among the operating
frequency, packet size, and link utilization influence TDM ac-
curacy in complex ways, which can lead to system instability.

For future work, tackling the PHY limitations seems promis-
ing for full softwarization with an Ethernet-based PON. How-
ever, some constraints, such as the laser-toggle delay, are not
yet solvable with softwarization. Hence, future research will
focus on optimizing Ethernet SFP modules for faster laser
toggle delays, comparable to those of PON SFPs. Also, to
improve scalability and throughput, horizontal scaling could
be investigated by utilizing multiple cores and Tx/Rx queues.
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